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1. Introduction
Integrated-services networks will be required to provide guaranteed, controlled and best-effort services. We limit

our interest here to guaranteed services, and specifically different traffic service classes within guaranteed services
that have different quality of service (QoS) requirements — in the rest of the paper, this is referred to as the "multi-
service" environment. For QoS requirements, we assume peak rate allocation of bandwidth/flow for the duration of
a call (Constant Bit Rate: CBR) while the peak rate may be different for different classes. Further, each service
class may have different acceptable connection-blocking (grade-of-service, GoS) goals or requirements — thus, the
primary performance issue is the call blocking for each service type separately. We consider such services in wide-area
networks with dynamic routing capabilities within an administrative domain such as the backbone/core network.

The most well-known example of guaranteed services is the voice telephony which is provided in a uni-service
circuit-switched environment. Dynamic routing for the single-service case has been studied extensively in the last two
decades, mostly for circuit-switched networks (see, for example, [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13]); of these,
several routing schemes, such as AT&T’s Dynamic Non-hierarchical Routing (DNHR) [3] and Real-Time Network
Routing (RTNR) [4], Northern Telecom’s Dynamically Controlled Routing (DCR) [6], British Telecom’s Dynamic
Alternate Routing (DAR) [8], have been implemented and deployed[2].

The core network being fully-mesh (or nearly fully-mesh) is a common feature in several dynamic routing
schemes such as DNHR, RTNR, DCR and DAR. The core network is found to be fully-mesh also in the vBNS
(very-high performance Backbone Network Services) network [14] that is configured through the set up of ATM
logical permanent virtual paths. In this work, we limit our comparison to fully-mesh core networks (work on general
topologies will be reported elsewhere). Several issues are important in the context of single-service dynamic routing
schemes: (a) trunk reservation (also known as state protection), (b) maximum number of links allowed to connect
a call, (c) crankback feature, (d) the manner in which the routing is computed and a route is chosen, (e) periodicity
(frequency) of routing table update or (near) real-time computation of routing and impact on call set up time.

Of these issues, the need for trunk reservation, apparently first observed by Weber [15] (also see [1, 16]), is
commonly found in almost all single-service dynamic routing schemes. The essence of trunk reservation is to protect
direct routed traffic if the number of idle channels (trunks) falls below a certain tolerance level on the direct link by not
allowing any alternate routed calls on this link; trunk reservation is especially a key feature in overloaded condition and
for network stability. Note that a call usually goes over several links from its originating switch to its destination switch.
Our interest is only in the core/backbone network part of the traversal of the call (which is under a single administrative
domain) that enters through an ingress node to the core network and exists via the egress node. The restriction on
the maximum number of links to two in this core network was originally considered to primarily address the trade-off
between the complexity of a multi-link call as introduced in switching software and in signaling requirements, and the
marginal improvement in network throughput from two-link to more than two-link call routing [2, 3]. The maximum
number of links for the call limited to two links in the core network is commonly found in dynamic routing schemes
such as DNHR, RTNR, DCR and DAR. Crankback refers to the ability to offer a call “blocked" at the intermediate
node in a two-link call to another route without dropping the call; in that sense, the term crankback can be understood
as a network-directed retry feature. For example, while crankback is implemented in DNHR and RTNR, it is neither
a feature in DCR nor DAR. Item (d) above has been addressed differently for different routing schemes: off-line
computation based on optimization model (e.g., DNHR), least-loaded path, either based on available capacity (e.g.,
RTNR) or based on offered load and available capacity (e.g., Bellcore’s state-dependent routing [13]), probabilistic
choice of alternate path based on availability of bandwidth (e.g., DCR), and random choice of alternate route (e.g.,
DAR). Finally, the issue of routing decision when a call arrives is also important: ideally, it is preferable to compute it
based on the network status at the time of arrival of the call; however, the difficulty with actual real-time computation
is the impact on the increase in call setup time due to the need to query the other nodes on link status on real-time
basis – this may not be acceptable from a network provider’s view-point. Thus, near real-time computation is much
more acceptable than actual real-time computation to reduce impact on call setup time; this has led to either off-line
computation of routes (and some correction through network management update [2]), frequent update (less than a
minute) of routing table, or using the routing information available at the time of the previous call when blocked on
the direct route, e.g., RTNR. Another possible impact is on the signaling load due to routing update message that need
to be provided for different routing decisions.

It is expected that issues discussed above for single-service networks will remain in the multi-service network
too. It has previously been observed for mixed bandwidth traffic in a single-link system (no routing) that if there
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is no control, then the traffic type with lower bandwidth requirement per call has less blocking than the traffic type
with higher bandwidth requirement per call [17]. There has been, in fact, considerable work on admission control and
performance of a single-link system where multiple services are offered (see, for example, [17, 18, 19, 20]). Thus, it is
clear that if a certain GoS is to be provided to each service type or class, then some form of higher-level call admission
control (along with routing) may be required to address the GoS issue in a network setting as well. Further, this
may need to be considered under normal network operating conditions (we will discuss this in the section on results).
We will consider here the case of equitable GoS for all services, e.g., 1% blocking GoS for all services; obviously,
different GoS may be required for different services; we limit here to this equitable value for clarity and for the ease
of comparison of different routing schemes, especially in the presence of call admission control. Thus, an important
issue to be considered for multi-service networks (in addition to the issues discussed earlier) is: (higher-level) call
admission control and the associate issue of service protection under normal network operating conditions. Thus, in
a multi-service broadband network setting, we consider two phases associated with any newly arrived call: the call
admission control phase – to determine if the call is to be admitted to the network (not connected yet), and the routing
phase – to determine if there is capacity (subject to trunk reservation) in the network to connect the call once it passes
the admission control phase. Thus, a call may be rejected in either phase. It can be argued that trunk reservation is
an admission control feature; in our discussion, however, we consider trunk reservation to be a part of routing feature,
and we classify admission control to be the issue of whether to admit a call to the network before it goes to the routing
phase.

Multi-service dynamic routing has been addressed in recent years by several researchers (see, for example, [4,
21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33, 34, 35, 36, 37, 38]); of these, only a few of them have considered call
admission control with routing. While most of the work by other researchers address traditional performance issues
such as call blocking, very few have considered revenue optimization; to our knowledge, issues such as amount of
signaling loads generated for different routing schemes and what impact crankback has on various routing schemes
(that employ crankback) have been rarely address in multi-service settings. The purpose of our present paper is to
consider this set of diverse measures by considering the implication and interaction of call admission control with
various multi-service dynamic QoS routing schemes. Towards this end, we have addressed here several multi-service
dynamic routing schemes which have been extended from existing single-service dynamic routing schemes to consider
issues such as crankback (or, lack thereof) and updating techniques for the environment where at most two links are
used to complete a call. Thus, the routing schemes considered here take into account various issues discussed above.
We have considered a simple admission control policy discussed in [35] (adapted from a similar one for a single-link
system [20]) which uses local information for admission decision to the network.

Our attempt here is to understand a fairly broad set of scenarios and present a comprehensive study for fully-mesh
networks: what is the impact of different routing schemes on a network, how do they interact with the call admission
control scheme, how much does crankback matter in a multi-service setting, is the periodicity of routing update or
near-time computation an issue, what happens when the network is overloaded (for all services, or just one service)
and how is the GoS for each service type impacted due to such scenarios, how much is the signaling load generated
due to the need to carry routing information for various routing schemes and its impact, what percentage of the time
crankback needs to be activated (for routing schemes with crankback), and also, the impact on revenue due to admission
control and routing schemes. We have developed a traffic network simulator to consider these factors where we have
implemented two service types with different bandwidth/flow requirements and different average call holding times;
several routing schemes (discussed in detail in the next section) and a specific admission control strategy is implemented
in the simulator. We use traffic data in a fully-mesh ten-node network with three different datasets, each with multi-hour
traffic to reflect traffic amount at different times during the day. An additional feature is that while most results in
existing literature consider only Poisson arrival process, we also provide some results for non-Poissonian arrival. It
may be pointed out that the recent framework document on QoS-based routing in the Internet [39] discusses a sizable
list of issues; our work addresses only a part of these issues. Similarly, several results discussed here are applicable
in the ATM PNNI [40] environment. The major limitation of our work is the consideration of fully-mesh networks
with at most two-link-routing. Nevertheless, even for this scenario, there are several issues yet to be understood in
multi-service QoS routing environment — this is what we address in this paper.

The rest of the paper is organized as follows. In the next section, we present several dynamic routing schemes.
In section 3, we discuss the admission control policy. In section 4, results for various measures are presented for a
ten-node network where two services with differing bandwidth requirement per call are considered. In the rest of the
paper, we use the term basic bandwidth unit (BBU) to refer to a base rate, and assume that all services require a some
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multiple of this base rate; note that this need not be integral multiple. A service unit (SU) refers to the bandwidth/flow
requirement of a particular service type.

2. Dynamic Routing Methods
In the following discussion, we assume that we have a set of services � ; each service ����� requires a peak rate

allocation of ��� BBUs for the duration of the call. Two nodes 	 and 
 in the network may be connected by a direct link� 	
��
�� . The traffic pair between nodes 	 and 
 is denoted by � 	
��
�� . A call for traffic pair � 	
��
�� is connected either on the
direct link

� 	
��
�� or is alternate routed via at most one more node, this limits a call to use at-most two links to connect.
We present below six multi-service dynamic QoS routing schemes which have their roots in existing dynamic

routing schemes for single-service networks. The first three were presented in [35] — all of these three have the
crankback feature while they differ in how the routing update is accomplished while sharing the most available
capacity feature; the last three proposed routing schemes do not have the crankback feature while their routing update
is similar to the first three, they differ since the probabilistic choice of paths are considered. A summary comparison
of various features for these routing schemes are shown in Table 1.

2.1 Maximum Available Capacity Routing with Periodic Update/Crankback(MACRPC)
For each switching pair, an arriving call for this dynamic routing scheme for each service type between two

switching nodes that passes the admission control (described in next section) first tries the direct traffic link. If there
is capacity on the direct link to serve the bandwidth requirement for this call, the call is connected. If there is no
free capacity on the direct link, then the call first tries the first alternate via node given in the routing table computed
periodically (see below); if it cannot find any available trunks (subject to trunk reservation [1, 15, 16], also known as
state protection [9]) on this alternate route then the call is cranked back and is tried using the next alternate via node as
given in the routing table. If the call cannot find any available capacity after trying all the alternate routes given in the
routing table, then the call is blocked. Similar to several single-service dynamic routing schemes, this routing has the
crankback feature; while DNHR used an off-line computed routing (with some real-time network management added
routes in case of overload [2]), the routing used here updates the entire routing table at regular intervals, somewhat
similar to DCR [6]. Note that the routing we use attempts various alternate routes in the order given in the routing
table using crankback, if needed, while DCR uses probabilistic values to pick the alternate route from the routing table;
additionally, DCR does not have crankback. Note that MACRPC is aimed for multiple services, and thus, the routing
table computation takes into account ��� (= the peak rate bandwidth required per connection by calls of a particular
service type). This is described next.

Consider the traffic link
� 	���
�� for the node pair � 	
��
�� with end nodes 	 and 
 . Let������� ���

:= Total number of BBUs on link
� 	
��
��� ����� ���

:= Number of BBUs on link
� 	
� 
!� that are presently allocated to active calls of all types" ����� ��� := Number of BBUs on link
� 	���
�� reserved (trunk reservation) for its own direct traffic

Then, the available capacity for pair �#	���
�� via node $ ��%& 	
��
�� at the instant of computation of the routing table is
given by: ')(* ��� �,+ &.- 	�/10 ���2�3� (��54 � �2�3� (��54 " ����� (�� � ���2()� ���64 � ��()� ���74 " ��()� ���58:9 ��; �
If

' (* ��� �<+>= � � , then via node $ may not be able to accommodate a new call on this via traffic path for traffic type � for
pair �#	
� 
�� and as such may not be put in the candidate list. However, it is possible that some amount of bandwidth on
such a path may free up since the last update of available capacity due to completion of an existing call, making such
a path acceptable for alternate routing. Thus, for each service type � , we consider the candidate list? � � � @BAC�* ��� �,+ &ED $GFFF ')(* ��� �,+IH - �:J 0 ; �:K6����� 8ML � �3N �
where KO� satisfies PGQRK6�SQ ;

. If KO� & P for all service types � , then the candidate routing list is the same for each
service type (chosen with at least one unit of BBU available). If K6� & ;

for all � , then the candidate list for each
service type contains the alternate paths which have at least ��� units of BBU available (at the time of computation) to
connect a call for that service type. The candidate list is sorted in descending order (of available capacity as given by' (* ��� �,+ in (1)) to determine the routing table for service type � for traffic pair �#	���
�� subject to the condition given in (2).
Note that although the routing rule is the same for each service type for a specific traffic pair, the routing table can
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be different for different service types depending on the value of K � (and � � ). As noted earlier, this updating is done
periodically (frequently). The key point to note here is that the switches do not have exact usage information when a
new call is to be routed; the information can be as old as the length of the time when the last update was performed.
This computation can be done either in a centralized manner where each switch sends its information regularly to a
central processor, or in a distributed manner where the residual capacity information is exchanged between switches
using link-state messages; in the distributed version, either a separate signalling network can be used for updating
routing information, or associative signalling can be done.

2.2 One-Call Old Routing with Crankback (OCORC)
This routing scheme is similar to RTNR [4]. In the routing, OCORC, a traffic pair has an alternate via node

available (“stored" via node) at any time. Once a call passes admission control, it first tries the direct link. If there is
capacity available, the call is connected. If there is no capacity on the direct link or the direct link does not exist, then
the stored via node is tried for alternate routing; at the same time a process is spawned to compute a new via node. If
the call is completed using the stored via node, then the newly computed via node becomes the stored via node for the
next call that arrives for the same traffic pair and the service type. If the call can not be completed via the originally
stored via node due to non availability of enough capacity, then the call is cranked back and waits for the completion
of the spawned process to compute the newly computed via node and then tries to route it using this via node. The idea
behind this concept of “one call old" routing is to minimize the call set up time for most calls [4]. The computation
of the new via node has similarities to the computation of the periodic routing table in MACRPC (note the differences
with DAR [8]). In this case, we use the rule given in (1) along with (2) (with K � & ;

for all � ) in a distributed manner
to determine via nodes with available capacity and picks the via node with the maximum available capacity to be the
newly computed via node; note that this is done on per call basis and information available from the last call is used
at first for the routing decision of a newly arrived call for the same service type; this also means the terms used in (1)
and (2) are the information as of the last call (unlike in MACRPC where it was periodic). Thus, a switching node
pair requests all its possible via nodes to send availability of capacity for computing the best-via-path that is used for
crankback if needed and for the next call that arrives for this same traffic pair and service type. Note that OCORC
is conceptually similar to RTNR [4]; however, instead of computing sets of via nodes based on the network status bit
map as in RTNR, OCORC uses the information on available capacity on each link (for the last call) for computation
of alternate routes under the conditions given in (1) and (2). It may be noted that the querying concept to obtain a new
path works well in a fully-connected network, but may be difficult to implement in a sparse network, especially with
associative signalling.

2.3 Forced One-Call Old Routing with Crankback (FOCORC)
This scheme is similar to OCORC except that the determination of the via node to attempt at the instant of a

call arrival for some services is different than OCORC. Usually, when a new service is introduced in the network, the
amount of traffic for such services is significantly lower than existing services. As such, the requests for connection
for such new services can arrive quite infrequently. This leads to the situation in which the network state may have
changed significantly since the alternate route was computed in the last call for this service type as done in OCORC;
i.e., the information may be outdated for a newly arrived call for the same service [35]. Thus, in such a situation it
may be preferable to force computation of the via node on each call basis at the expense of possible increase in call set
up time for new services. The computation of the via node availability is done as discussed for OCORC. Thus, in this
scheme, some services use “one call old" routing for alternate routing while others use freshly computed via node for
alternate routing.

2.4 Probabilistic Available Capacity Routing with Periodic Update (PACRP)
Within this scheme, we have two variations, PACRPa and PACRPb. For both cases, the routing update is

done periodically as in MACRPC; however, this scheme does not have crankback. Route choice are done here in a
probabilistic manner which is similar to DCR [6]; however, the procedure is modified from DCR to work for multi-
service cases with differing bandwidth requirements. As with the previous scheme, an arriving call first goes through
the admission control check before it is handed to routing phase check; once it is in routing phase check, the direct
link is tried first.

As in MACRPC, periodically,
' (* ��� �,+ is computed using the expression given in (1). Further, for each service, the

set
? � � �#T��* ��� �<+ is determined by considering K � to be 1, i.e., due to no crankback, we prefer to have a set which shows the
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paths with sufficient bandwidth availability. Then the probability of choosing a via node $ for service type � for the
pair �#	���
�� is computed as given below: U ()� �* ��� �,+ & ' (* �3� �<+VWYX)Z5[ A3\#]_^` a \ b_c ' W* ��� �<+ �d$e� ? � � �#T��* ��� �<+ 9 �3f �
Thus, a routing table is periodically prepared based on availability which contains the routing via node and the
probability value for this path as computed using (3). We present here two variations of PACRP for actual alternate
route selection based on the above probabilistic “goodness" of a path. In the first approach, to be referred to as PACRPa,
when a call for service type � arrives for pair �#	
� 
�� and enters the routing selection phase, the call is first attempted on
the direct path (if available); if the direct path is not available, an alternate path via node $ is chosen at random with
the probabilities given by the above expression. If the call cannot be completed on this path, the call is lost (blocked
and cleared).

In the second variation, PACRPb, the first alternate route selection is done as in PACRPa. However, this time, if
the call can not find available capacity on the first leg of the two-link path, then a second path is tried at random with a
modified probability computed for the rest of the routes in the routing table. Suppose, the first via node selected is J ;
then the probability values for the rest of the routes in the routing table is computed as follows:gU (�� �* ��� �,+ & ' (* ��� �,+VWYX)Z5[ A3\#]_^` a \ b_c6hji
k)l ' W* �3� �<+ �d$e� ? � � �#T��* �3� �<+nm 0 J 8:9 �_o �
This process is continued for all paths that have positive probability listed in the routing table (obtained from the last
periodic update) and a path is eliminated for probabilistic choice of routing if it has been tried once for this call; note
that this is done as long as the call can not find available capacity on the first leg of two-link route. This modified
probability is computed for the present call only (i.e., paths are not eliminated from the routing table for any future
calls). If however, for any route chosen, there is capacity available in the first leg, but none available in the second leg,
then the call is lost (blocked and cleared) and there is no crankback.

For both variations, PACRPa and PACRPb, note again our choice of K � . The idea behind using K � & ;
here is that

since, there is no crankback, we would consider only routes that have available bandwidth at the instance of periodic
routing table update.

2.5 Probabilistic One-Call Old Routing (POCOR)
This routing scheme draws certain features from OCORC and PACRPa. In this routing scheme, the routing

decision is probabilistic based on the information available for the last call of the same service type. Thus, in this
routing scheme, when a call arrives in the routing phase, it first tries the direct link. If there is no bandwidth available
on the direct link, then the decision for routing this call is made based on the information about the routes available
from the last call. Unlike OCORC, in this routing the available bandwidth for possible alternate routes are mapped to
probability values similar to PACRPa. The difference is that instead of periodic computation of the probabilities as in
PACRPa, the computation for the available bandwidth information is done in the last call; no crankback is performed
as described for PACRPa. Thus, like OCORC, when a call arrives a process is spawned to obtain the availability of
capacity on candidate two-link paths; this information is used for the next call that arrives for this traffic pair and
service type.

2.6 Forced Probabilistic One-Call Old Routing (FPOCOR)
Finally, this scheme combines some features from FOCORC and PACRPb. For some services, the routing decision

is made as in POCOR. However, for certain new emerging services, instead of using the information for the last call
as in POCOR, the routing decision is based on querying every switches about available bandwidth for the arrived call
as is done for FOCORC; however, here for the available bandwidth information obtained, a success probability is
computed for each alternate routes using the expression given by (3), and then the decision for choosing a path is made
at random using probabilities computed for each paths, similar to PACRPa; only one alternate path is chosen and as
such no crankback is done. Thus, with FPOCOR, services for which the forced computation is done has an impact on
call setup time due to time required for querying and decision making, as was the case with FOCORC.
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3.
p

Call Admission Control
The call admission control policy is an extension of a probabilistic acceptance policy described in the context of a

single-link system for heterogeneous traffic [20]. We start with an illustration to motivate the admission control policy.
Consider only a single network link with total of 54 BBUs capacity where two services are offered with ���
q T & ;

BBU
and ���
q5r &.s BBUs for services � & ;

(’service-1’) and � & N
(’service-2’), respectively. Let the offered load be 18

erlangs and 3 erlangs, respectively. With no restriction on call admission for either traffic ("case-A"), the call blocking
for each service can be determined to be 1.0% and 7.9%, respectively. (based on a two-dimensional birth-and-death
model (see, e.g., [18]). This clearly shows the unfairness observed by the second service in terms of blocking. Now,
suppose that to provide fairness to the second service, we allocate 6 BBUs as "reserved" only for this service; i.e.,
if the free capacity of the link is 6 BBUs or less, then do NOT admit any call for service class-1 at all while admit
calls of service class-2 any time there is enough capacity available ("case-B"). With this admission control, using the
model given in [20], the call blocking for service-1 and service-2 are found to be 7.4% and 4.6%, respectively. This
shows, however, unfairness in blocking to the service-1 since this service now has higher blocking than service-2! To
accommodate fairness, the probabilistic t -policy [20] was developed which can be described as follows: when the
free capacity is 6 BBUs or less, admit service-1 calls with a probability t (instead of completely rejecting them). An
advantage of the t -policy is that it also characterizes the other two admission control cases; specifically, if t & ;

, then
the t -policy reverts to case-A (no restriction on admission – or no control policy); while t & P refers to case-B. For
this specific numerical example, we have determined that if t & P 9 f!N

, then blocking for each service is the same at
5.6%; thus, the t -policy can be used to provide equal blocking fairness. While the t -policy works well in a single-link
system, it needs some adjustment in a network environment due to presence of routing, since a link can carry traffic
for other source-destination (s/d) node pairs, and due to lack of complete (instantaneous) knowledge of traffic on all
other network links as available to this s/d node pair. We describe this admission control policy below as it relates to
the network environment we are considering.

This admission control policy depends on the amount of free capacity available (within a range) on the direct
link available (within a specified range) at the instant a call for a service type arrives for the node pair connecting the
same direct link; it is then accepted (not connected yet) to the network with a certain probability. If the call is not
accepted, then it is blocked and cleared. If the call is accepted in the admission control phase, then it goes to the routing
phase to determine if the call can be actually routed using any of the routing schemes discussed in previous section.
This probabilistic acceptance concept is somewhat similar to the code blocking concept used in overload situation for
traffic network management of telephone networks; we use it on a traffic pairwise basis and under the normal network
condition in the call admission control phase based on the availability of capacity on the direct link at the time of
arrival of a call. The admission control can be given for service �u�1� for traffic pair �#	���
�� by the following acceptance
function: v �* ��� �,+ &xw t �* ��� �<+ � if y ����� ��� Q � ����� ��� 4 � ����� ��� ={z ����� ���; � otherwise.

�3| �
where y ����� ���

and z ����� ���
are the lower and upper bounds, respectively, on free capacity for probabilistic acceptance,

and P}Q~t �* ��� �<+ Q ;
. If t �* ��� �,+ & ; �,�S��� for all traffic pairs, then there is no admission control in the network — only

routing is present; which is sometimes known as complete sharing [18]. Through our results on network performance
we will show the implication of the probabilistic acceptance idea and of no control. It should be noted that the
admission control decision is local; it is not based on the complete network information; instead, the decision is based
on the occupancy of the direct link at the time of the arrival of a call under the assumption that the direct link being
nearly occupied is an indicator that the network may have more than its fair share of traffic. Specific instances of the
admission control policy can be considered using (5) by specifying different values for the parameters, t � , y and z .
This admission control in the present form was first discussed in [35].

4. Studies and Results
4.1 Data Used

To study various measures and impacts discussed earlier in the introduction, we have developed a call-by-call
network simulator where the above routing schemes and the admission control policy are implemented. In our
simulation environment, two service types are considered: the first service type � & ;

requires � � �
q T�� & ;
BBU for

duration of a call while the second service � & N
requires � � ��q5r � &�s BBUs for a call; we refer to the first service
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as the voice service and the second as the video service. We have used a ten switching node fully-mesh network for
computational work. The data for this network has been derived from an actual public switched network spanning the
continental US; this is discussed in detail in [35].

We use two different load hours (with asymmetric traffic data for each hour) to reflect variation of traffic during
the day and to take into account non-coincidence of busy hours (for different node pairs across the country). Overall
three datasets (each with two different load hours to reflect variation of traffic within a day) are used; for ease of
reference, we will call the first load hour of dataset-1 as hr-A1 while the second load hour of dataset-3 is called hr-B3;
the network wide summary of all traffic data is given in Table 2. Offered load in erlangs given in the table is the load
obtained by multiplying the average arrival rate and the average call holding time. Note that effective (weighted) load
for video service is six time more (than the loads listed in the table for video) since an SU for video requires six BBUs
for the duration of a call. It may be noted that due to the amount of load, the voice service can be considered as a
“mature" service while the video service can be considered as a “newly deployed emerging" service; and datasets 2 and
3 reflect a faster video traffic growth (towards a mature service) compared to voice traffic. The capacity required for the
network so as to provide 1% blocking GoS to each service is determined by a multi-hour dimensioning procedure that
was presented in [35]. The capacity determined by the dimensioning procedure for each dataset is also listed in Table 2
in the last column. In our computational work, we consider three different scenarios for traffic load: “normal load"
where each traffic type has offered load as stated above, i.e., for normal network operating conditions; “video-only
overload" where video traffic has 5% overload while voice traffic is at the normal load; and the “network overload"
where both voice and video traffic has 5% more traffic than their respective normal load; in the figures and the rest of
the discussion, they are indicated by Lf-1.0, Lf-Vid, and Lf-1.05, respectively. Note that for the overload cases, the
capacity remains the same as shown in Table 2 for respective datasets, only the load is increased.

4.2 Simulation environment and parameter settings
For forced routing schemes, FOCORC and FPOCOR, we set video service to do forced routing computation

while computation for voice is done as in OCORC and POCOR, respectively. This is in accordance with the basic idea
to see if the routing info based on the last call available to a newly emerging service may be somewhat stale, and as a
consequence, to see if there is any impact.

We consider a simple instance of the admission control given by (5) for our study:

CAC :: for video, t r* ��� �<+ & ;
in all cases; for voice, admit with probability t � ��q T��* ��� �,+ & t T

when y ����� ���u� &P�� z ����� ����� &{s BBUs � & � � ��q5r ���
The idea behind CAC is that when the number of free BBUs on a direct link falls below six, then the voice call

is admitted for this traffic pair with a certain probability (t T
) while all video calls are admitted so as to give some

preference to video service. Specifically, in our results, we use the following values of t T
0.8, 0.9 and 1.0. Recall thatt T & ; 9 P refers to the no admission control case (only routing is activated). (For another instance of the admission

control scheme with different parameter settings, see [35]). From our preliminary study, we observed that the various
parameter values of KO� for MACRPC have little difference: for the results reported here, we use the value KO� & P 9 |
when the routing table is updated.

In the results reported, we have set the call holding time for both services to be exponentially distributed. It
may be noted that the insensitivity of erlang blocking formula to the service time distribution has been well-known,
and also, the blocking has been found to be insensitive to service time distribution in the presence of routing for
uni-service networks [41], and for a single-link multi-rate system [19]. We also did some preliminary studies for
our multi-service framework and our empirical observation has been that the blocking is insensitive to service time
distribution in the presence of admission control and routing in multi-rate environment. As such all results reported
here are for exponentially distributed service time. The mean call holding time for voice is assumed to be three minutes.
The mean call holding time for the video service is set to 7.5 minutes, 2.5 times more than that of voice service. The
frequency (periodicity) of the routing table update for MACRPC and PACRP are set to 15 seconds.

We have run multiple independent replications for each case, and all the results reported are based on computing
the average of these runs. For ten replications, the 95% confidence intervals for voice traffic have been found to be
less than a tenth of a percentage of blocking, and for video traffic is less than half a percent of blocking; the average
value is shown on the graphs (in all but two) so as not to clutter with vertical lines for confidence intervals. In each
run, we have thrown away the first six hours of simulation data for the warm up period, and then the simulation was
run for another twenty hours to collect the network statistics. Trunk reservation, " ����� ��� , discussed in (1), is dynamically
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set based on the pairwise ’smoothed’ blocking; this is similar to [4] and is done in the same manner for all the routing
schemes. Specifically, if the pairwise blocking is less than 1%, no capacity is reserved for the direct traffic; if the
pairwise blocking is between 1% and 5%, then 5% of the capacity is reserved for direct traffic; if the pairwise blocking
is between 5% and 15%, then 15% of the capacity is reserved for direct traffic. It is worth mentioning that in RTNR [4],
trunk reservation is done separately for each services; however, in our work we have used a shared trunk reservation
approach for all services for a particular traffic pair while letting admission control address service specific GoS.

We use two cases for the assumption on the call arrival pattern: for most of the results, the arrival of a call for each
service type follows Poisson arrival; we also present some results where the inter-arrival time distribution of video call
arrival is assumed to be hyper-exponentially distributed with a given squared co-efficient of variation � r .

To summarize, we have considered various factors as listed in Table 3. As it can be seen, we have considered
an extensive list covering more than 600 cases. Due to space limitation, we discuss results for cases where we have
observed some noticeable differences in behavior.

4.3 Results on Networkwide Blocking
For ease of identification, figures are labeled on the top with various identifiers. For example, “Load:hr-A1,

Lf-1.0, CAC, c2=1.0" represent the dataset/load hour, normal or overload factor, the admission control scheme, the
Poisson arrival for both traffic. Similarly, if � & ;

is listed, then it refers to the graph being only for the first service
(voice). For hyper-exponential inter-arrival time for video traffic, the specific value of � r is listed, where appropriate
(e.g., “c2=4" mean � r is set to 4).

4.3.1 Network Performance (Poisson Arrival)

In this section, we mainly discuss results for dataset-1. In Figure 1, we plot all six routing schemes for normal
load (Lf-1.0) for load hour, hr-A1, for three values of t T

for the admission control policy, CAC: t T & P 9#� �jP 9 � � ; 9 P .
We start with a discussion of the results for the ’routing’ only mode case (i.e., no call admission control case).

Recall that t T & ; 9 P refers to no call admission control which implies that only the routing phase is active, and the
admission control phase is disabled. The reader is referred to the plot values when t T & ;

for this scenario. It is
observed that voice blocking is virtually zero while video blocking varies from about 1.5% to over 6% depending on
the routing scheme. It has been known for sometime (more as a folklore) that in a uni-service environment, there is
not a significant difference among different dynamic routing schemes. It is interesting to observe that for the basic
bandwidth service (service-1), the routing schemes are found to have similar performance even in the presence of a
higher bandwidth service; on the other hand, as far as the higher bandwidth service (service-2) is concerned, the story
is completely different; it does matter what the routing scheme is. For instance, in the routing only mode for the
second service class, routing scheme POCOR performs the worst followed by PACRPb both in case of normal load
and with video-only overload It is interesting to note that if forced option is used with POCOR, i.e., FPOCOR, the
blocking observed by the second service drops significantly to the level of other routing schemes such as MACRPC
and OPORC. The routing only mode also shows the disparity in GoS for different bandwidth services.

Now we take into account the admission control scheme in our discussion. As the value of t T
is decreased from

1.0 to 0.8 to activate admission control (right to left in figures), we see that for each routing scheme, the voice blocking
increases while the video blocking decreases. There is an intersection point where the voice blocking line crosses
the video blocking line giving the point of equitable blocking for each traffic stream for a value of t T

between 0.8
and 1.0. Observe that the equal blocking point corresponds to about 1% blocking for routing schemes MACRPC,
OCORC, FOCORC and FPOCOR; however, this cross point is found to be about 2% and 4% blocking for routing
schemes PACRPb and POCOR, respectively. This shows that for probabilistic routing, the routing information from
the last call may be too old for a newly emerging service; even when the information is updated periodically but
with no crankback feature, as in PACRPb, it results in a higher equitable blocking value. Note however that if forced
computation of routing information is used for the probabilistic choice with new information (FPOCOR), the blocking
improves significantly as to obtain performance along the the routing schemes with crankback. Note also that there
is no difference in network blocking due to one call old routing with crankback and forced computation for video
(i.e., OCORC and FOCORC), except for the possible impact on an increase in the call setup time due to FOCORC.
In Figure 2, the same cases are also plotted for load hour, hr-B1, and we observe similar behavior with one exception.
The video blocking with FPOCOR is slightly lower than with OCORC in hr-A1 while it is slightly higher in hr-B1; the
reverse effect is true for voice blocking — this is only noticeable primarily for ‘no admission control’ (t T & ; 9 P ) case.
This shows that forced probabilistic routing as in FPOCOR does a somewhat better job of spreading high-bandwidth

8



calls but not consistently; this is compared to the choice of taking the maximum available capacity path as in OCORC
depending on the network traffic.

For 5% video traffic overload, we observe a similar pattern as in the case of normal load except that the video
blocking gap between PACRPb and the rest of them (except POCOR) have widened for hr-B1. Notably 5% overload
in video traffic had virtually no impact in increasing the blocking for voice traffic, but for video traffic the blocking
increase is noticeable. This minimal impact on voice traffic may partly be due to the fact that even with overload,
overall video traffic has not increased significantly compared to overall voice traffic.

In Figure 3, the network blocking is plotted for 5% network-wide overload over normal network traffic correspond-
ing to hr-A1; the corresponding graph for hr-B1 is given in Figure 4. The pattern pretty much is the same as before;
however, we discuss here the salient points. Observe that under no admission control, while the blocking for voice
service increases by about 1% blocking for all routing schemes, the blocking increases significantly for video traffic.
However, with the activation of admission control, this difference is less pronounced. This shows that our simple
admission control can provide less discrepancies in network performance when combined with any of the dynamic
routing schemes. To illustrate this aspect, we have plotted all the three load situations (Lf-1.0, Lf-Vid, Lf-1.05) for
routing MACRPC for hr-B1 in Figure 5 (we also show in this figure 95% confidence intervals for ten replications of
the runs by drawing short vertical lines). Notice the big difference in video blocking under no admission control which
drops to almost zero as t T�� P 9#�

, while the gap for voice blocking continually remains at about 1% blocking. It is also
interesting to observe from this figure that the value of t T

that provides the point of equal blocking decreases as the
network load increases. This indicates that in a network with changing network load and for the overloaded situation,
an adaptive scheme to update t T

is desirable. Simulations using dataset-2 and dataset-3 produced similar observations.
Based on the studies, we can summarize that in general there is little difference in the resulting blocking percentage

for voice services among the routing methods. This is true especially when there is no admission control (t T & ;
). On

the other hand, for video services, there are significant differences in the blocking performance among the dynamic
routing methods, especially when t T & ;

both under normal as well as overloaded situation. In all scenarios studied,
POCOR consistently has the highest video blocking for all values of t T

. However, when this routing method is
supplemented with a forced update, as in FPOCOR, the resulting video blocking is in the same range as or even better
than those of the other routing methods. As a consequence of this, the voice blocking for FPOCOR invariably becomes
the highest among the resulting voice blocking. This may be due to the fact that with FPOCOR, more video calls are
connected and this in turn reduces the call connection probability of voice calls.

Further, as can be seen from the figures, there is essentially no difference in the blocking performance between
OCORC and FOCORC for both services. This is possibly due to the fact that in OCORC, crankback is used. Recall
that the difference between OCORC and FOCORC lies in the way the alternate routing of the video calls are handled.
This means that in OCORC, a video call which cannot be connected using the stored via-node will be crankbacked and
possibly connected through a newly computed via-node. In FOCORC, the same call will be alternate-routed using a
newly computed via-node right from the first attempt (no crankback for the video calls).

4.3.2 Hyper-exponential Inter-arrival Time for Video

Using hyper-exponential inter-arrival time for video traffic, we have observed that the resulting video blocking
is generally higher when compared with those using the exponential video inter-arrival time. Recall that the squared
co-efficient of variation, � r , is higher than 1 for the hyper-exponential distribution while the exponential distribution
has � r & ;

. From the results of simulations for dataset-1, we observe that the voice blocking percentages are generally
unaffected by the change in the distribution of the video inter-arrival time. In fact, we found that the voice blocking
for routing type OCORC do not change with the change in � r , with or without admission control (Figure 6). For the
video blocking with no admission control the blocking increases by about 1% from � r =1.0 to � r =4.0. At t T & P 9#�

,
the video blocking is still maintained to be below 1% for all values of � r . At t T & P 9#�

, however, the video blocking
remains near zero blocking for all values of � r – it appears that the admission control can smooth out the effect due
to non-Poisson arrival. However, note that the intersection point of equitable blocking is observed at a higher value
of t T

as � r increases; furthermore, the actual value of blocking is more in the 2% range – this implies that to provide
equitable 1% blocking GoS, the network needs more capacity than under Poisson traffic – accordingly, in the presence
of non-Poisson traffic, a proper dimensioning model that reflects the traffic characterization is also needed. Our
observation on higher blocking made for a networked environment extends the higher blocking observed previously
for a single-link system [20].
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In Figure 7, the video blocking for POCOR, OCORC and MACRPC in load hour hr-B1, Lf-1.05, is plotted for� r =1, � r =4, and � r =9. The results for these three routing methods are taken as representative values. We can see from
Figure 7 that there are almost uniform increases in video blocking for the three routing methods when the distribution
of the video inter-arrival time is changed. In fact, we have observed that this is true in all conditions tested (normal load,
video-only overload, and network wide overload) and load hours. Under no admission control, the increase in video
blocking at � r =4 (compared with � r =1) is as much as 2%, resulting in a video blocking of about 11% for MACRPC
(or OCORC) and 15.5% for POCOR. With t T & P 9#�

, however, the video blocking for MACRPC and OCORC is under
1% blocking for � r =4 and slightly over 1% for � r =9.0. With these results, we infer that even when there is variation in
the video inter-arrival time, the admission control can still have equivalent effects, although possibly at higher video
blocking percentages. Furthermore, when we have admission control activated at t T & P 9 �

, it is shown that even with
the change of � r from 1.0 to 9.0, the video blocking can still be maintained around 1% blocking (except for POCOR).
This can be used, for example, to maintain a 1% video GoS regardless of the variation in the video arrival process.

4.4 Comparison of Signaling Message Rates due to Alternate Routing
Essentially, there are two types of signaling messages that we are interested in comparing in the context of the

various routing schemes. First, we consider routing signaling messages due to alternate routing. These signaling
messages are exchanged by nodes for the purpose of routing updates which is used for alternate routed calls.

For OCORC, FOCORC, POCOR and FPOCOR, with distributed implementation, the routing messages are
generated whenever a query on available capacity is sent by a node to another node. As a response to the query, a
reply is generated by the receiving node and sent back to the inquiring node. The signaling messages generated due
to alternate routing are reported as signaling messages per second (mps) (i.e., ‘routing signaling rate’); the values are
obtained from the simulation by taking note of the number of calls that needed to be alternate routed during the length
of the simulation. This is done for all routing schemes except for MACRPC and PACRP; in the case of MACRPC and
PACRP, the rate can be computed analytically which is described next.

For MACRPC and PACRP, the routing update is periodic with complete querying of all nodes. Thus, regardless of
the traffic load, the routing signaling rate remains the same. With the distributed implementation assumption, at each
update time, a total of � � � 4 ; � routing messages will be generated, since there are � nodes in the fully-connected
network and each node has to send one routing message to each of the other

� � 4 ; � nodes. Since � � � 4 ; �
messages are generated every

�
seconds where

�
is the length of the update period, the message rate is � � � 4 ; �
� � .

In the ten-node network we have studied here, this quantity is 6 ( & ; P�� �
; P 4 ; �
� ;�|
) mps (regardless of the network

condition and value of t T
) and thus will not be explicitly shown in the tables. Similarly, if MACRPC and PACRP are

implemented with a centralized processor doing the update computation, then there are
N � signaling message per

�
sec

since every node informs the central processor while the central processor responds back to every node; specifically,
in our study, this means 1.33 ( & N � ; PB� ;�|

) mps under centralized implementation for MACRPC and PACRP.
Table 4 gives the routing signaling rates for the rest of the schemes, namely, OCORC, FOCORC, POCOR

and FPOCOR in load hour hr-A1 ( � r =1.0). We observe from Table 4 how the routing signaling rate increases (for
OCORC, FOCORC, POCOR and FPOCOR) as t T

approaches 1.0. This can be due to the fact that as t T
approaches

1.0, more and more voice calls are accepted into the routing phase, and thus more routing messages are generated
when alternate-routing these calls. In general, the amount of routing messages generated for OCORC, FOCORC, and
POCOR are comparable to each other. Between POCOR and FPOCOR, however, there are some differences in the
routing signaling rate under the same network condition and t T

(as much as 17% in Lf-Vid, t T & P 9#�
and as little

as 6.0% in Lf-1.05, t T & ; 9 P ). This is reasonable, however, if we look back at the blocking performances for these
two routing methods. Recall that for the video service, there is a significant difference in blocking between these
two routing methods, especially at t T

=1.0; recall also that POCOR does not have crankback. Thus, the forced update
allows more video calls to be connected on some alternate paths. As more video calls are connected on the two-link
alternate paths, the smaller is the probability that subsequent calls can be connected on the direct links (since the
capacity on the direct links may have been allocated for alternate-routed calls for other traffic pairs subject to trunk
reservation). This, in turn, triggers more alternate-routing attempts. Thus, the trade-off with the reduced blocking for
FPOCOR (compared with POCOR) is the increased routing signaling rate. In contrast, the routing signaling rate for
MACRPC and PACRP remains constant, regardless of the load variation and the value of t T

, as discussed earlier. A
way to reduce the signaling rate for MACRPC and PACRP would be to consider exchanging link information only
when there is significant change in blocking.
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For OCORC, FOCORC, POCOR and FPOCOR, it can be expected that as the load in the network increases
(which can be marked by the change in load factor Lf), the routing signaling will increase too. We can observe in
Table 4 that as the network experiences 5% network-wide overload, the routing signaling rates for the four routing
methods increase by about 21% to 37%. At the same time, we also observe that the increases (due to Lf change from
1.0 to 1.05) in the routing signaling rates of FPOCOR are typically less than those of OCORC, FOCORC and POCOR.
For example, at t T

=0.9 (t T & ; 9 P ), with 5% network wide overload, OCORC’s and FOCORC’s rates change by about
32% (30%), while FPOCOR’s rate changes by 25% (22%). We have noticed this in other load hours as well. However,
it becomes most obvious in load hour hr-B3, as shown in Table 4. We can see in this table that at t T & P 9 �

, when
Lf is changed from 1.0 to 1.05, the rate of OCORC increases by 55% while the rate for FPOCOR increases by 21%.
Although not shown here, we also observe that in load hour hr- B1, the routing signaling rates of OCORC are about
3% to 16% more than POCOR. This observation is also noticeable in hr-B3.

Another aspect to observe is that the highest signaling message rate due to FPOCOR for dataset-1 is 1.13 mps as
shown in Table 4 – notice that this is still smaller than the centralized case for MACRPC and PACRP and much smaller
than the distributed implementation of MACRPC and PACRP. Thus, a question arises whether this relation remains
true if the network has much more traffic (both voice and video) as in dataset-3, hr-B; the results for this load hour is
also given in Table 4. It becomes obvious that the routing signaling rates in the last row of hr-A1 do not differ much
from the corresponding ones in the last row of hr-B3 (Table 4). In fact, the rates on the last row of hr-B3 are sometimes
less than the corresponding rates on last row of hr-A1. This seems rather surprising, given that the total loads in hr-B3
are significantly higher than those in hr-A1 (for both services). This is explainable through two phenomena; first, each
dataset is dimensioned to provide an equitable blocking of 1% GoS under normal operating condition; thus, although
the total load increases from dataset-1 to dataset-3, so does the capacity required (to provide 1% GoS). The second
related phenomenon is to observe the percentage of blocked calls and the percentage of alternate routed calls. It can
be seen from Table 5 (shown only for OCORC) that for dataset-3, less alternate routed calls are generated compared
to dataset-1 – since signaling rate is ONLY due to alternate routed calls – this explains the observed phenomenon.
This also shows that in larger load/capacity networks, more calls can be packed on the direct path, and as a result
the signaling traffic rates generated may not necessarily always increase with load/capacity for properly dimensioned
networks.

4.5 Comparison of Signaling Message Rates due to Crankback
The second type of signaling messages we are interested in comparing is due to crankback. Crankback messages

are signaling messages generated when the crankback operation is to be performed for some calls – note that this is
applicable only in the case of the first three routing schemes, i.e., for MACRPC, OCORC, FOCORC. For POCOR,
FPOCOR, and PACRP, no crankback messages will be generated, since these routing methods do not allow crankback.

Crankback messages are used only when a call needs to be crankbacked. The number of crankback messages
generated per second (mps) is obtained from simulation by keeping count on the number of crankback performed during
the length of the simulation. This rate will be referred to as “crankback signaling rate” from here onward. If the call
can be routed on the direct path, no crankback messages are generated; on the other hand, multiple crankback messages
for a call is possible depending on the routing schemes. For example, for MACRPC, the number of crankbacks can
be more than one for an arriving call, while for OCORC, each call will be crankbacked at most once. For FOCORC,
only the voice calls can generate crankback messages (maximum one crankback per voice call), while no crankback
messages will be generated for video calls due to forced update.

In Table 6, the crankback signaling rates of MACRPC, OCORC and FOCORC in load hour hr-A1 are presented.
In this table, we observe that at t T & P 9 �

, for both Lf-1.0 and Lf-Vid, MACRPC’s crankback signaling rate is less
than that of OCORC, and is comparable to FOCORC. However, at t T & P 9#�

or t T & ; 9 P (same Lf), MACRPC’s
rate is comparable to OCORC’s while FOCORC has the lowest rate. For networkwide overload case (Lf-1.05), it is
interesting to observe that MACRPC has the lowest rate at t T & ; 9 P , but has higher rate than FOCORC for other
values of t T

. In Table 6, we also observe that FOCORC’s crankback signaling rates are significantly less than those
of OCORC’s ( 65% to 75% less with t T

=0.8, 19% to 60% less with t T
=0.9, and 9% to 34% less with t T

=1.0). This
is because in FOCORC, the crankbacks are performed only for voice service. Similar phenomenon was also observed
for hr-B1. Thus, FOCORC often has the lowest crankback signaling rates; but this is at the price of higher routing
signaling rate (discussed in the previous section).
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4.6 Revenue Analysis
In this section, a post analysis on the results of the simulations were performed in determine revenue generated.

In any communication network, a desirable goal is to maximize the revenue generated from connecting calls. The
revenue function can be written as the following:� & r� �
q TO� �,���
�M�)� ; 4�� � � t T ������� 4 r� ��q TO� � � �����
�M�)� � � � t T � ��� 4��� �j��� �3| �
where �

= total revenue generated� � = per unit revenue for service type ��u� = offered load of service type �� � � t T � ��� = blocking of service type � with routing method � and acceptance probability t T� � = per unit penalty parameter for service type � , P 9 P�Q � � Q ; 9 P�� � = desired GoS for service type � (=0.01)�#/�� � = / if / H P ; 0, otherwise
The first term in this function is the revenue generated for completion of traffic and the second term is for any

penalty incurred due to violation of any GoS requirement. This setup allows us to consider two scenarios: � � & P
signifies that there is no penalty cost for violating the overall grade-of-service, while � �e��P signifies that a penalty
is incurred – the weight of the penalty is depended on its actual value. Similarly, � � can be set to different values for
different services to show the impact of different service-specific pricing; further, this can be combined with the unit
penalty cost ratio � � to understand various effects.

We start our discussion for the case when � � & P for all � ; i.e., the no penalty case. Several combinations for� � were considered as listed in Table 7; note that combination-(c) refers to the unit revenue being proportional to
bandwidth requirement per connection among the services. On the other hand, combination-(a) says that the revenue
generated for service � & ;

is three times per “unit" compared to the same for service � & N
; it is the other way

around, for combination-(e) (in reality, combination-(e) may be more likely since service � & N
can be considered a

premium service). With combination-(c), from Figure 8, when we compare different routing schemes, we find that
OCORC and MACRPC bring the most revenue; however, what is interesting to observe is that if revenue gain is the
primary objective, then the best thing to do is turn off admission control since t T & ;

gives the highest revenue for any
routing schemes. Actually, we found that even if we have higher pricing for premium service, i.e., combination-(e),
the case of no-admission control gives the highest revenue! This, admission control is employed primarily to provide
GoS fairness among various services, but may actually result in sub-optimal revenue.

To see, how the penalty factor may affect the above result, we investigated further for different values of non-
negative � � . We show results only for MACRPC to illustrate our observation. From Figure 9, we note that only under
network-wide overload, and for combination-(e), the network revenue generated is most when the admission control
is also in effect (for t T & P 9#�

). As expected, obviously, this is more true for higher values of � � . In any case, if
there is a real penalty for violating GoS, then for overloaded traffic case, activation of admission control matches with
maximizing revenue objective.

5. Summary
Our contribution in this work covers the following aspects: a) there has been virtually no work in the literature

that does performance comparison of routing with crankback and routing without crankback while considering the
periodic update of routing information, especially in a multi-service environment; b) there has been very limited work
on understanding the impact on the network due to the presence of admission control with routing; c) there is little
work on impact of signalling load exerted by dynamic routing schemes; d) there is no work on network performance
with non-Poissonian call arrival in a dynamic routing network environment; and, e) there have been little work on tying
in the revenue impact in the presence of dynamic routing and call admission to network performance.

In this paper, our effort has been to understand these aspects through various measures considering the interaction
of admission control and dynamic routing schemes, especially under a variety of loading scenario when multiple
services are provided requiring different bandwidth/flow for the duration of a connection. We consider routing

12



schemes with or without crankback, with routing table updated frequently compared to the information obtained for
the previous call (and in some cases, using the information when the call arrives – forced computation), whether to
make alternate routing decision based on most available capacity on an alternate route or to use probabilistic selection
based on availability on alternate paths.

For our work, we have used a ten-node fully-mesh network where two services with differing bandwidth and call
holding times have been considered. Through a fairly comprehensive quantitative study, we have been able to address
various aspects stated above and have made the following observations:� Various routing schemes are indifferent in terms of network performance for the basic bandwidth service (i.e.

voice) while this is not so for higher bandwidth services.� For higher bandwidth service (video), from performance of routing schemes MACRPC and PACRPb, we observe
that crankback feature seems to provide lower blocking compared to routing that has no crankback feature, if
routing update is done frequently.� There is virtually no difference in performance between OCORC and FOCORC, i.e, one call old information with
crankback is as good as forced computation of route at the time of the arrival of a call for high bandwidth call; the
only difference is that on average FOCORC will have to impose a higher call setup time for the high-bandwidth
service than that for OCORC.� Probabilistic choice of a route without crankback based on information available in the last call seems to provide
the highest blocking for the newly emerging service. On the other hand, if a forced computation is performed for
the newly emerging service even with probabilistic choice, the performance improves significantly and is at par
with routing with crankback feature, although this has the impact of increase in the call set up time.� A simple admission control scheme with local information as presented here can reduce the difference in network
blocking between voice and video service. Further, with the proper value of the admission control parameter,
an equitable grade-of-service can be provided to both services. If equitable grade-of-service is the network
provisioning objective, then admission control is required even in normal network operating conditions.� The impact of admission control parameter value on network performance behavior under overload situation
shows that an adaptive approach to updating the admission control parameter can provide desirable effect on the
performance for various services.� If inter-arrival time for video calls is hyper-exponential, then video blocking is higher than if the inter-arrival time
were exponential. It does not appear to have an impact on the blocking for the voice service. Overall, however,
the blocking increases with hyper-exponential inter-arrival time as the squared co-efficient of variation increases.
This means to provide the same GoS, more network capacity is required for hyper-exponential inter-arrival time
than the exponential inter-arrival time.� Signaling load due to alternate routing schemes with periodic update (e.g. MACRPC and PACRP) is higher than
the signaling load for other routing schemes. A way to reduce signaling load for MACRPC and PACRP will be
to request update only if blocking changes beyond a tolerance level from one cycle to the next cycle.� Signaling load does not necessarily increases with increase in total load. It is dependent on the network capacity,
and, in turn, how many calls need to perform alternate routing. In fact, if capacity is increased (i.e., dimensioned
properly) to provide a certain GoS with increase in network load, the overall signaling rate can stay about the
same.� Amount of crankback is observed to be lowest often for FOCORC than other routing schemes. On the other hand,
this is at the price of higher routing signaling rates with FOCORC.� Activation of admission control which may be done to provide fairness for different services may not necessarily
lead to optimal overall revenue generation. Only in overloaded situation and with premium higher bandwidth
services (charging a higher unit revenue than lower bandwidth services that) we observed that activation of
admission control lead to maximum overall revenue generation.
As can be seen from this list, we have made several observations regarding how services are affected due to

admission control, different routing schemes, and bandwidth requirements — very few of these have been documented
in existing literature. We have also remarked on the possible increase in call set-up time if the latest network information
is used; while this may not be acceptable for some services, it may possibly be acceptable (within a reasonable limit)
for some other services; e.g., with video conferencing services, some delay in set up time may be tolerable since the

13



actual conference may not start until all the participants arrive (this is obviously a subjective issue). In any case, our
hope is that this work will help towards understanding and development of QoS routing for general topology networks.
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Routing Route Forced Path Crankback
Method Update Update Selection
MACRPC periodic no sequential, most yes

available capacity
OCORC last call-based no determined, most yes

available capacity
FOCORC last call, or yes determined, most yes

present call-based available capacity
(service dependent)

PACRP periodic no weighted probabilistic, no
based on available capacity

POCOR last call-based no weighted probabilistic no
based on available capacity

FPOCOR last call, or yes weighted probabilistic, no
present call-based based on free capacity
(service dependent)

Table 1: Summary features of different routing schemes

Dataset Load Voice Load Video Load Network Capacity
Hours (in erlangs) (in erlangs) (in BBUs)
hr-A1 2826.16 72.96

dataset-1 4,815
hr-B1 3224.08 84.34
hr-A2 2953.26 345.32

dataset-2 7,800
hr-B2 3546.49 421.72
hr-A3 3221.75 690.64

dataset-3 11,304
hr-B3 3868.88 843.44

Table 2: Offered load and capacity for different datasets

Routing Schemes MACRPC, OCORC, FOCORC, PACRP, POCOR, FPOCOR
datasets Three sets
Load hour Two in each datasets
Call Arrival Exponential, hyper-exponential
Load Factor 1.0, Vid, 1.05
Admission Control Three values for t T

Table 3: Various factors considered for simulation experiments
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t T
OCORC FOCORC POCOR FPOCOR

0.8 0.38 0.37 0.38 0.43
Lf-1.0 0.9 0.58 0.58 0.58 0.68

1.0 0.84 0.84 0.83 0.93
0.8 0.38 0.38 0.39 0.44

hr-A1 Lf-Vid 0.9 0.60 0.59 0.59 0.69
1.0 0.86 0.86 0.85 0.92
0.8 0.50 0.50 0.50 0.59

Lf-1.05 0.9 0.77 0.76 0.76 0.84
1.0 1.09 1.09 1.07 1.13

0.8 0.50 0.48 0.46 0.67
Lf-1.0 0.9 0.66 0.64 0.57 0.86

1.0 0.89 0.85 0.72 0.97
0.8 0.73 0.71 0.55 0.82

hr-B3 Lf-Vid 0.9 0.88 0.84 0.67 0.93
1.0 1.02 1.02 0.82 1.07
0.8 0.77 0.77 0.60 0.82

Lf-1.05 0.9 0.91 0.91 0.73 0.96
1.0 1.05 1.05 0.90 1.10

Table 4: Signaling rates for alternate routing for different routing schemes (shown for two datasets)
[MACRPC and PACRP rate: 1.33 (see section 4.4)]

Voice Videot T
Alternate- Call Alternate- Call

Routed(%) Blocking(%) Routed(%) Blocking (%)
0.8 3.01 4.78 17.69 0.01

Lf-1.0 0.9 4.67 2.72 20.14 0.08
1.0 6.60 0.07 21.02 2.16
0.8 3.09 4.91 17.44 0.01

hr-A1 Lf-Vid 0.9 4.79 2.81 20.01 0.18
1.0 6.69 0.13 20.11 2.92
0.8 3.87 5.75 21.37 0.07

Lf-1.05 0.9 5.78 3.29 22.05 2.65
1.0 7.54 0.63 19.38 8.48

0.8 1.51 2.63 11.11 0.02
Lf-1.0 0.9 2.17 1.49 12.49 0.07

1.0 3.14 0.00 14.04 0.35
0.8 2.20 3.74 15.72 0.40

hr-B3 Lf-Vid 0.9 2.89 1.94 15.85 0.86
1.0 3.51 0.03 15.10 1.59
0.8 2.21 3.82 15.50 1.21

Lf-1.05 0.9 2.85 1.97 14.86 2.02
1.0 3.40 0.13 13.50 3.01

Table 5: Percentage of blocking and alternate routing for both services for OCORC

17



Load Factor t T
MACRPC OCORC FOCORCP 9#�
0.000292 0.000714 0.000203

Lf-1.0 P 9#�
0.002339 0.001942 0.000925; 9 P 0.031603 0.027672 0.021739P 9#�
0.000619 0.000986 0.000247

Lf-Vid P 9#�
0.005586 0.003550 0.001647; 9 P 0.046363 0.045289 0.037428P 9#�
0.002225 0.002244 0.000622

Lf-1.05 P 9#�
0.032519 0.031861 0.025539; 9 P 0.130997 0.156497 0.141439

Table 6: Crankback rates for different load factors (hr-A1)

Combination � T � r
(a) 3 1
(b) 2 1
(c) 1 1
(d) 1 2
(e) 1 3

Table 7: Combinations for revenue parameters

18



0

1

2

3

4

5

6

7

0.8 0.9 1

N
et

w
or

kw
id

e 
B

lo
ck

in
g 

(%
) 

Acceptance probability (p1) 

Voice and Video Blocking, Load:hr-A1, Lf-1.0, CAC, c2=1.0

MACRPC, s=1
OCORC, s=1

FOCORC, s=1
PACRPb, s=1
POCOR, s=1

FPOCOR, s=1
MACRPC, s=2

OCORC, s=2
FOCORC, s=2
PACRPb, s=2
POCOR, s=2

FPOCOR, s=2

Figure 1: Blocking under normal load (hr-A1)
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Figure 2: Blocking under normal load (hr-B1)
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Figure 3: Blocking under 5% overload for load hr-A1
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Figure 4: Blocking under 5% overload (hr-B1)
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Figure 5: Blocking for MACRPC (hr-B1)
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Figure 7: Blocking for various � r (hr-B1)
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